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Reason and the Problem of Supererogation

1. Introduction

Most of us believe that morality makes many demands on us.  However, it is also commonly believed that moral perfectionism is not demanded.  It seems perfectly plausible, for example, that the moral perfectionist will donate a considerable chunk of her disposable income to UNICEF though the rest of us are well within our moral prerogative when we buy tennis shoes instead.  Although donating to UNICEF is considered especially good, it is usually accepted that morality permits us to buy the tennis shoes; doing so is not considered a moral failing.  When we consider our reactions to examples like this one, the idea that morality does not demand moral perfectionism seems extremely intuitive.  On its face, however, it is rather curious.  If in a given situation it would be morally better to give to UNICEF than to buy tennis shoes, then why is it not morally required that we give to UNICEF rather than buy the shoes?  

Acts like giving to UNICEF in the example above are often thought to be supererogatory.  That is, they are considered particularly commendable but not required. In this paper, I will argue that this category of the supererogatory poses a serious problem for moral reasoning.
  I will look at several approaches to resolving the problem, and I will argue that none is satisfactory.  I will conclude with a discussion of how we can make sense of our intuitions regarding the supererogatory while avoiding the problem of supererogation.

2. The Problem of Supererogation


In order to see what is problematic about the concept of supererogation, it will, of course, be helpful to have a clear definition of that concept.  Thus I offer the following.  If the performance of act A is morally supererogatory for agent x, then at least two conditions are met.  The first I will call the ‘Preferred Act Condition’:

1) x’s performing act A would be, morally speaking, better
 than x’s performing some  

other act(s) B, and performing A (for the right reasons) would, ceteris paribus, make   x a better moral agent than would performing B. 

The second I will call the ‘Non-Requirement Condition’:

2) x is morally permitted to perform B instead of A; in other words, x is not morally  

        required to perform A instead of B, and performing B instead of A is not a moral   

        failing.

The second condition implies that in performing a supererogatory act one is not merely performing one’s duty since one is morally required to perform one’s duty.  The first condition implies that in performing a supererogatory act one is not simply performing a permissible non-duty but rather, to use a common metaphor, one is going above and beyond one’s duty.
  That is to say, the supererogatory act is not morally required, but it is morally preferable to some permissible alternatives.  This leads to the following problem.

If giving to UNICEF is, for an agent, morally better than buying tennis shoes, then it seems that the agent has some moral reason to give to UNICEF rather than buy new tennis shoes. The person who does give to UNICEF rather than buy the shoes surely can say that he chose to do so for moral reasons.  But then we must consider what kinds of reasons might drive one to buy the tennis shoes and not give to UNICEF.  Either they are other moral reasons, or they are not moral reasons.  Neither alternative appears able to account for both the Preferred Act Condition and the Non-Requirement Condition.  If they are moral reasons, then it is hard to see how we can account for the Preferred Act Condition.  If they are not moral reasons, then it is hard to see how we can account for the Non-Requirement Condition. 

Consider the case in which an agent, call him Rupert, buys the tennis shoes rather than donating to UNICEF.  If Rupert’s reasons for buying the tennis shoes and not giving to UNICEF are moral reasons (perhaps some sort of agent-centered moral concerns give him a moral reason to buy the tennis shoes), then we can make sense of the intuition that buying the shoes is permissible by assuming that the moral reasons he has for buying the shoes are greater than those he has for giving to UNICEF.  However, on that model it is hard to make sense of the intuition that giving to UNICEF would still be morally preferable.  It seems that the obligation to give to UNICEF has been done away with but at the cost of also doing away with the notion that giving to UNICEF is morally preferable.  Rupert will either be morally required to not give to UNICEF (and instead to buy the shoes), or if the reasons are balanced, his decision either to give to UNICEF or buy the shoes will be, morally speaking, a wash.  Thus, giving to UNICEF will not meet the Preferred Act Condition.  On the other hand, if Rupert’s reasons for not giving to UNICEF are not moral reasons, then it is easy to see how giving to UNICEF is still morally preferable.  However, it is hard to see how he is not morally required to give to UNICEF since moral reasons, at least, favor it.  Thus, giving to UNICEF will not meet the Non-Requirement Condition.


This is the general shape of the problem of supererogation.  In the simplified version of the problem that I have articulated above, there appear perhaps to be several ways out.  In section 3, I will discuss three models that introduce complexities and may be thought to resolve the problem.  I doing so, I hope to motivate the idea that a very different kind of solution may be required.

3.1 Potential Solution from Non-moral Reasons

Susan Wolf considers the idea of a moral perfectionist, or a moral saint, and she argues that “such a being would be unattractive.”
   Given the great many opportunities that we have in life to display moral virtues, Wolf fears that any serious attempt at moral perfectionism would require an agent to develop moral virtues such that they would crowd out non-moral virtues and that it would lead an agent to spend so much time performing moral acts that there would be little or no time left for engaging in other worthwhile endeavors.   As a result, a moral perfectionist would be unlikely, according to Wolf, to have a “healthy, well-rounded, richly developed character.”
  She claims that the desire to be as morally good as possible could be all consuming in a way that would threaten “the existence of an identifiable, personal self.”
  Wolf is not arguing against any moral theory but rather against the idea that it is always most appropriate to fully satisfy the demands of morality (whatever they may be). Her point is not that we have the wrong moral ideals but rather that we need to recognize that they are not our only ideals and that it is both desirable and appropriate to give a significant regard to non-moral ideals as well.

Though Wolf suggests that accepting her conclusions means accepting that “any plausible moral theory must make use of some conception of supererogation,”
 there is reason to think that supererogation may be a separate issue altogether.  Wolf claims that sometimes non-moral considerations make it appropriate to not act on the weight of moral reasons, but she does not claim that such a failure to act on the weight of moral reasons is appropriate because it is morally permissible.  She doesn’t argue that it is morally permissible to not be as morally good as one can be but rather that it is not “particularly rational or good or desirable” for one to be that morally good.   This does not provide a framework for an account of supererogation.  If she is right, then there is a sense of the word ‘ought’ that attaches to the normativity of reasons generally (including non-moral reasons) such that there are occasions on which what one ought to do, generally speaking, is not what one ought to do, morally speaking. This is certainly an interesting claim.  However, we are still left with the question of whether it is ever morally permissible to not do what it would be morally best to do.

3.2. Potential Solution from Moral Reasons

Jonathon Dancy argues that an act, in addition to its neutral value (“the value derived from the difference it will make to the world that this action was done”),
 also has an agent-relative value that is generated by the sacrifice incurred (or presumably the benefits gained) by the acting agent.  Of course, the costs to the agent, as one person that will be affected by the act, will already be accounted for in the act’s neutral value, but Dancy claims that the costs to the agent can, in some sense, be counted twice.  The cost to the agent contributes to the moral value of the act considered neutrally, and it also contributes to the moral value of the act when considered from the perspective of the acting agent.
   Thus Dancy articulates two different kinds of value, complicating the structural relationship between reasons and values.  

But how does this complication relate to the problem of supererogation?  Consider the example of a soldier who jumps on a grenade in order to save his platoon.  That the soldier will lose his life will contribute negatively to the neutral value that the act has.  However, this negative contribution will (other things equal) be outweighed by the positive contribution resulting from the fact that several other soldiers will survive when they otherwise would not have.  Thus, agent-neutral reasons will likely favor the act.  But Dancy’s picture requires us to consider the agent’s loss, not simply as a loss in the calculation of neutral values, but also as a loss to the agent.  That is, we must also, according to Dancy, consider the agent-relative reasons involved, and it may turn out that the agent’s reasons, all told, do not recommend the act, although his reasons rooted in the neutral value of the act do recommend it.  Thus, it is at least plausible that the agent will have more moral reason to run for cover than to jump on the grenade.  If this is the case, then running for cover will certainly be a permissible option.  However, as Dancy himself is well aware, this way of looking at the situation may go too far in that it now appears as though the soldier ought to run for cover. 


Dancy claims that this problem can be dealt with because, although the costs to the agent lead to moral reasons, the agent can simply discount the costs to himself since it is he that will have to pay them.  This is so despite the fact that those costs are moral costs and that agent-relative values are moral values.  As Dancy notes, it is important to his account that the costs involved generate a moral reason so that agent-relative costs give rise to a genuine permission and not simply an “excuse for the faint-hearted.”
   Thus, the soldier has more moral reason to run for cover but may discount the costs to self such that jumping on the grenade is also morally permissible. 

However, there remain several shortcomings in Dancy’s account.  First of all, Dancy’s argument for the idea that the agent can discount moral reasons that are grounded in costs to self rests entirely on the intuition that he can discount these costs simply because it is he that will pay them.  But this consideration applies as well to agent-neutral costs to self as it does to agent-relative costs to self.
 Thus, taken to its conclusion, it may rule out the possibility of any direct duties to oneself.  Even if we are not troubled by a lack of direct duties to oneself (and perhaps it’s not obvious that we should be), there remain at least two reasons to think that Dancy’s account will not save the concept of supererogation, at least not in a way that remains faithful to the intuitions that motivate our using the concept in the first place.  That is, even if Dancy has carved out the conceptual space for a notion of supererogation, he has, I think, done so in a way that implausibly changes the extension of that concept.  It may well be that any account of supererogation will cause us to reevaluate our reactions to certain cases.  Nonetheless, our attempts to explain supererogation are motivated by our reactions to certain kinds of cases which seem to fit the bill as supererogatory, and if an account of supererogation fails to account for our reactions to certain paradigm examples of acts that seem to be supererogatory, then that is an objection to the account.

The first reason to think that Dancy’s account will be subject to this kind of objection is that many acts that are taken to be supererogatory do not involve significant costs to the agent even while they do involve significant neutral value.  Thus in some cases of seemingly supererogatory acts, it is hard to believe that the costs to the agent, even if valued in two ways, could significantly impact the value of the act, all told.  Indeed, some acts that are regularly considered supererogatory are actually beneficial to the agent.  Performing a favor for a friend may be morally optimific and also be quite pleasant for the agent, and yet for it to be a favor and not a chore, it must be non-obligatory.  But valuing the costs to agent twice in these cases will simply add to the reasons in favor of the supererogatory act.  For an example in which the costs to the agent exist but seem insignificant, consider the case of contributing to UNICEF instead of buying new tennis shoes.  Such charitable contributions are widely regarded as paradigm examples of the supererogatory, but Dancy’s theory does not account for this intuition.  Assume that the money, if donated to UNICEF, will be well spent on potentially life-saving efforts in impoverished communities and also assume the agent already has a pair of reasonably acceptable, if not particularly great, tennis shoes.  If the money is donated, the agent will forgo the value created by the improvement in his foot apparel, and on Dancy’s model, this cost must be considered both neutrally and as a cost to the agent.  But for Dancy’s model to work in this case, we would have to accept that this cost, when valued both ways, would give the agent more moral reason to buy the tennis shoes than he has to make the donation, despite the significant agent-neutral moral reasons generated by the potentially life-saving benefits of the donation.  This seems unlikely.  Consider also the stock example of supererogatory heroism: the soldier jumping on the grenade.  If he does so to save two comerades, then it seems quite plausible to say that the cost to self, if valued twice, would give the soldier more moral reason to dive for cover than to smother the grenade.  But what if he could save ten, or twenty, or a hundred others?  Does the act then become obligatory, or can we say that his life, when valued both ways, outweighs the agent neutral cost of those many other deaths?  This seems highly implausible.  It also hints at the second problem with Dancy’s model.


The second problem with Dancy’s model is that even those cases that would plausibly count as supererogatory on his view will count in a sort of backwards way.   In the UNICEF example, we saw that Dancy can allow that both giving to UNICEF and buying the shoes are permissible only if buying the shoes is preferable when all values are counted fully.  Even if it were the case that the benefits of buying the shoes, when valued twice, make buying the shoes preferable, this would seem to make giving to UNICEF merely permissible and not supererogatory.  The supererogatory act, then, would be buying the shoes since it is the act that is preferable and not required.  Dancy’s model threatens to elevate acts that seem merely permissible to the level of the supererogatory and to make seemingly supererogatory acts merely permissible.  He could object that the supererogatory act should simply be identified with the act that would be required if agent-relative costs were discounted.  But given that agent-relative costs generate moral reasons on dancy’s view, this would imply that when all the moral reasons are on the table, a supererogatory act would necessarily be morally suboptimal – it could not be the morally preferable course.

3.3. Potential Solution from Personal Autonomy

Paul Hurley looks at the problem of supererogation as tied up with the problem of making sense of what he calls ‘agent-centered options’, and he claims that agent-centered options can be made sense of by appeal to what he calls ‘patient-protecting reasons’.
  Patient-protecting reasons are based on the value of personal autonomy or liberty; they are based on a person’s right not to be maltreated or interfered with (at least up to a point).
  Patient-protecting reasons can generate a kind of deontological constraint on a moral agent such that it would be morally wrong for the agent to interfere in another person’s actions even when that interference would be directed at producing the morally best outcome.  Patient-protecting reasons can allow people a protected sphere of liberty if they outweigh the agent-neutral reasons involved.  

Hurley claims that this account of deontological restrictions can be used to provide an account of agent-centered options in those cases in which the person protected and the agent from whom he is protected are the same person.  Patient-protecting reasons can generate restrictions on how (or whether) an agent may permissibly bring about the morally best result because the agent may not be morally allowed to interfere with another person.  But this, of course, does not preclude that other person from choosing to cooperate so as to bring about the best result, particularly since she will have her own agent-neutral reasons to do so.  If, then, the person protected is the agent, she may choose to bring about the best result, and in turn, agent-protecting reasons do not generate restrictions but rather agent-centered options. 

To my mind, this straightforward extension of patient-protecting reasons seems appropriate only if we misunderstand the kind of compulsion that is created by moral obligations.  The way that my actions are compelled (or my choices restricted) when I am under a moral requirement is radically different than the way that my actions can be compelled (or my choices restricted) by the interference of another agent.  My autonomy needs no protection from moral requirements since I am, when faced with a one, still free to be less moral than I should be.  

In fact, this difference may make the attempt to protect an agent from herself somewhat more difficult to understand than it at first appears to be.  Consider again the UNICEF example that I’ve been referring to and assume again that giving to UNICEF is morally preferable than buying new tennis shoes.  I may rightly judge that it would be morally better for my friend Jane to give to UNICEF than to buy tennis shoes, but if she buys the shoes anyway, I would almost certainly be in the wrong were I to steal the shoes, sell them, and donate the money to UNICEF. This, however, has no impact on whether or not Jane ought to have given to UNICEF in the first place.  My reasons for not interfering in Bob’s actions are irrelevant to Bob’s reasons to give to UNICEF.  Patient-protecting reasons play a role in the agent’s decision-making process that they do not play in the patient’s decision-making process.  It is hard to see exactly what this structure amounts to when the patient and the agent are the same person.  It would seem that the person qua agent would have reasons that the person qua patient would not.  Hurley suggests that when the agent-protecting reasons that the person has qua agent outweigh the agent-neutral reasons that the person has qua patient, the result is that “moral reasoning gives out in such cases having yielded only a protected sphere of permissible actions rather than some determinate action.”
  But why should this be the result?
Patient-protecting reasons can yield the patient a protected sphere in which she is free of (permissible) interference on the part of the agent.  But this protected sphere is not one in which “morality yields no determinate answer.”  For example, though I am not allowed to steal Jane’s shoes, Jane may nonetheless have had a conclusive moral reason to give to UNICEF.  The fact that I cannot force Jane to give to UNICEF does not imply that she commits no moral failure if she does not.  On the model that Hurley describes, the agent has an agent-neutral requirement to bring about the best result, and so does the patient.  Thus, while patient-protecting reasons may prevent the agent from forcing the patient’s hand, the patient may still have a conclusive moral reason to choose to cooperate.  In the case in which the agent and the patient are the same person, it is difficult to see what sort of interference could be prevented, but even if the person qua agent can interfere with herself qua patient, it is not clear why the person qua patient would not still be morally required to choose to cooperate with herself qua agent.

Moreover, even if we grant that there may be agent-protecting reasons that create agent-centered options, they may not help with the problem of supererogation.  The problem of supererogation is not simply the problem of explaining options, but it is the problem of explaining options in the face of a morally preferable course of action.  Hurley claims to have established a protected sphere in which moral reasoning simply gives out.  This might explain why an act that we take to be supererogatory is not required, but it does not seem to explain in what sense that act remains morally preferable for the agent.  If he grants that a particular course of action can still be morally preferable for the agent, despite agent-protecting reasons, then it is not clear what work these reasons do (this relates to the problem I discussed above).  Perhaps when patient-protecting reasons are agent-protecting reasons they are more like Dancy’s agent-relative reasons.  If this is the case, then Hurley’s account is subject to the same objections as Dancy’s. 

4. The Utilitarian Approach 

The theoretical simplicity of the utilitarian link between what an agent ought to do and what it would be best for that agent to do is often viewed as a motivating virtue of utilitarian moral theory.  In turn, it is hard to see how a utilitarian could accommodate our intuitions regarding supererogation, and some utilitarians will simply reject the idea of supererogation altogether.  Other utilitarians, however, have argued that they can make some sense of those intuitions without accepting that sometimes morality does not require us to do what would be best.  These utilitarians have pointed to a distinction between what we ought to do and what we ought to be blamed for not doing.  This distinction makes perfect sense from a utilitarian perspective since blame and praise will have an impact on overall utility that is in a way independent of the impact that results from the act that is being praised or blamed.
  Blame and praise can help to shape characters so that agents are more (or less) likely to maximize utility in their future actions.  Moreover, praise can cause pleasure, and blame can be hurtful.  Thus, it is quite possible that there are actions that agents ought to perform that it would be useless to criticize agents for not performing.  It is also quite possible that praise will be most useful if reserved for only some good actions.  Perhaps, then, those acts for which the performance should be praised but the omission not criticized are the supererogatory acts.  

There are several problems with this approach to an account of supererogation.  For starters, it is articulable within a rather controversial utilitarian moral framework, and it conflicts with our intuition that acts can deserve blame or praise independent of how useful such a response may be in a given situation.
  It also makes some elements of an action that seem to be irrelevant quite fundamental in determining whether or not the act is supererogatory.  For example, there may be moral agents who are simply too stubborn to benefit from negative criticism but extremely receptive to praise (in that praise will consistently make them more likely to act better in the future); the scope of the supererogatory for such agents will be extremely broad on the utilitarian view, but it hardly seems right that morality should be more lenient with these agents.  The most severe problem is simply that there is no good reason to think that the utility of blame and praise will come anywhere near tracking our intuitions about which acts are (even paradigmatically) supererogatory.  We may usefully praise acts as heroic (and not criticize their omission) though we recognize a distinct duty involved; heroic acts are not always supererogatory (e.g. when a fireman runs into a burning building or a secret service agent takes a bullet for a president).  We may also usefully praise acts when their performance seems foolish rather than supererogatory.  Consider someone who attempts to give to charity but is taken by what seems to us a rather obvious con.  Were we to tell this person that he’s been had, he may become overly suspicious and be less likely to give in the future despite his being easily able to afford it; on the other hand, if we simply praise the act, he may be more likely to give successfully in the future.  Also, given the utility that could result from the performance of many supererogatory acts (some of which involve very little cost to the agent), it is quite probable that we could usefully criticize omissions even when the acts omitted seem to be supererogatory.  

This utilitarian approach will not be successful.  However, I believe utilitarians are right to move the discussion of supererogation away from the question of what the agent ought to do and towards the question of how the community should appropriately relate to the agent.  As a result, the utilitarian approach does begin to point in the direction of a solution.

5. Conclusion: Ought and Obligation

The utilitarian account is an example of what has sometimes been called weak, or qualified, supererogation.  The defenders of weak supererogation claim that the omission of a supererogatory act is a moral failure, but they distinguish between kinds of moral failures.  For the weak supererogationist, the supererogatory act is morally required in an important sense (the agent ought to do it), but it is not required, perhaps, for moral decency or, as on the utilitarian account above, for the avoidance of appropriate moral criticism and blame.  This allows weak supererogation to avoid the problem of supererogation since, according to weak supererogation, one ought to perform the preferable act even if it is supererogatory.  

Much of the literature on supererogation attempts to carve a distinction between what one ought to do and what it would be supererogatory for one to do.  I believe that this is not the proper distinction to be drawn.  I believe that what is needed is a distinction between what one is obligated to do and what it is supererogatory for one to do.  

The term ‘obligation’ is sometimes used as a synonym for ‘ought’ such that one is obligated to do whatever one ought to do, and it is sometimes used to identify a subset of duties that result from our voluntary agreements and distinct social roles (like mother, brother, employee, etc.) as opposed to duties that might result, for example, from a general requirement of beneficence or rescue.  Clearly, The first sense of ‘obligation’ will not be helpful.  Neither will the second.  This is because many moral acts that do not satisfy anything like a distinct and assignable duty are not supererogatory either.  It is hardly supererogatory, for example, to call an ambulance if you notice someone dying on the street even if the person suffering is a complete stranger.  However, there is a third sense of ‘obligation’, a different type of distinction between ‘ought’ and ‘obligation’ that is borne out in our linguistic practice, which will help to account for our intuitions regarding supererogation.
This distinction between ‘ought’ and ‘obligation’ involves the social nature of obligations, not in the sense of obligations resulting from distinct social roles but in the sense that obligations are the kinds of things that others in the community can properly hold us accountable for.  While we ought to do what we have the most reason to do, we may not always be obligated to do so because there are reasons for the community to allow a sort of latitude in some kinds of cases.  

The implications of this are somewhat complex.  It is not as simple as the community not properly compelling the act or not sanctioning a failure (though it implies both of these), and it is not as simple as some behavior deserving praise, though its omission would not deserve blame.  Sometimes dutiful behavior fits this description simply because the duty at stake is one that is somewhat rarely fulfilled or particularly onerous to satisfy in a given context.  It also cannot simply involve the community’s appropriate expectations of the agent’s behavior.  The term ‘expect’ is ambiguous between a normative and a predictive sense.
  We can often appropriately expect supererogatory acts in the predictive sense but not the normative sense.  But we often cannot expect dutiful behavior in the normative sense either.  It would be inappropriate to normatively (and probably predictively as well) expect someone to make a promised meeting if you know she is in labor.  This example also rules out the idea that supererogatory failures are distinguished from failures of duty because they are easily excusable.  Many failures of duty are easily excusable, and our intuitions about the supererogatory do not suggest that omissions of supererogatory acts are failures that are easily excused but instead that such omissions require no excuse.  Indeed, it is, at least in part, this feature of supererogation that has led some philosophers to reject weak supererogation.
  However, whether or not a failure to perform an act requires an excuse is not determined wholly by whether or not the agent ought to have performed the act.  That the agent ought to ( does not imply that others can appropriately require the agent to justify his not-(ing.  

 In fact, the appropriate boundaries of the justificatory interplay within a community play a major role in the distinction between ‘ought’ and ‘obligation’.  Not putting an agent under an obligation involves not giving the agent a certain kind of normative status within the community, and it influences what kinds of justificatory demands it is appropriate to make of the agent.  When an ought is not obligatory, it may be appropriate for others to note, as a matter of moral fact, that an agent ought to (, but it may nonetheless be inappropriate for them to do so in a way that would have the pragmatic effect of issuing an imperative ((!).  They cannot appropriately demand that the agent ( or hold him accountable for not (ing even by requiring from him his rationale for not-(ing, and he can appropriately ignore them if they do.   

There may be several reasons for treating certain acts as supererogatory in the sense of non-obligatory.  I am not sure it’s possible to provide a neat and exhaustive taxonomy of these reasons or of the kinds of acts that will count as supererogatory, but it is possible to give at least a clear sense of the terrain, a sort of rough taxonomy perhaps.  A respect for autonomy may be chief among the reasons for not treating all oughts as obligations.  Many moral decisions should be guided by reason but not by (even subtle forms of) social coercion.  Making certain oughts obligatory could undermine our sense of self-directedness, our sense of ownership over our life and our choices.
  Distinct from a respect for autonomy, there may be reason to preserve the voluntariness of certain acts because their value, or effectiveness, depends on their being done without coercion or fear of consequence.  For example, forgiveness might be meaningless, or at least less meaningful, if partly motivated by (or even if it simply appears to be motivated by) social pressures.
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� Though I will focus on moral reasoning in this paper, I believe in fact that moral supererogation has analogues in both practical reasoning more generally and theoretical reasoning.  If this is correct, then the problem of supererogation applies to those spheres as well.


� The term ‘better’ here is not necessarily meant to imply that the act has better consequences but simply that the act is superior by whatever measure is used to rank moral options.


� The supererogatory act is sometimes described as a meritorious non-duty, and this is certainly accurate.  However, I think this description might be misleadingly incomplete since a supererogatory act is not merely commendable but is particularly commendable, or more commendable than permissible alternatives.  In the example I’ve been using, it is not just the case that giving to UNICEF is praiseworthy, but rather it is also the case that buying tennis shoes is not.  What is interesting about the supererogatory act is not simply that it is praiseworthy and not required but that this is true despite permissible alternatives being less praiseworthy or not praiseworthy at all.  This asymmetry is explained by the Preferred Act Condition.  The supererogatory act is more morally commendable than its alternatives because it is morally preferred, or better, than those alternatives.


� The three attempts that I will consider are, I think, representative of certain approaches to solving the problem. There are certainly other approaches that would warrant consideration in a more thorough review.


� Wolf (1982), p. 419.


� Ibid, p. 421.


� Wolf’s emphasis on the personal interests that shape an individual‘s identity is similar in some ways to Bernard Williams’ emphasis on personal commitments.  See, in particular, Williams (1973).


� Ibid, p. 438.


� Dancy (1993), p. 138.


� Because Dancy does not want to repeat the mistake that Wolf makes, he is careful to state that both sorts of value (neutral and agent-relative) are forms of moral value [ibid, p. 139]. 


� Dancy (1993), p. 140.


� Ibid, p. 213.


� The costs to self have negative agent-relative value. But the costs to self contribute negatively to our neutral assessment of the act as well. One might argue that we cannot discout those costs insofar as they impact our agent-neutral assessment. But the difference that those costs make to the world is wholly derivative upon the difference that they make to the one who has to bear them. If one can discount the agent-relative impact of costs that he has to pay, I cannot see why he should not be able to discount the agent-neutral costs to self as well since it is still he that has to pay them.


� A similar account is in Clark (1978).


� Hurley (1995), pp. 173-174.  Discussions of patient-protecting reasons can also be found in Nagel (1986) and Kagan (1989), not to mention Mill (1978).


� Ibid, p. 178.


� See, for example, Sidgwick (1981), pp. 492-3 and Smart (1967), p. 211.


� Though this does not mean that the utility of blame and praise should count for nothing within our practice.


� Someone who says he expects his children to behave in church means something very different by ‘expects’ than someone who says he expects it to rain tomorrow.


� See, for example, Raz (1999), especially pp. 93-4, Heyd (1982) and Dancy (1993), especially p. 131.


� The value of autonomy is proposed by Heyd as a straightforward argument for strong supererogation [Heyd (1982), especially pp. 172-8.], but I think this involves a mistake similar to the one that Hurley makes in his account.  Autonomy does not need protection from moral requirements or reasons; I am free to be less moral than I should be.  The sort of moral coercion that autonomy may need to be protected against is the possible social coercion of our moral practices.





