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Question: If the proper name of a thing, a ‘this’, varies from instant to instant, how is it possible to make any argument?

Mr. Russell: You can keep a ‘this’ going for about a minute or two. I made that dot and talked about it for some little time. I mean it varies often. If you argue quickly, you can get some little way before it is finished. I think things last for a finite time, a matter of some seconds or minutes or whatever it may happen to be.


From Bertrand Russell, The Philosophy of Logical Atomism, pp. 64-65

1. Introduction

A familiar thesis in contemporary philosophy runs as follows: if for two sentences S and S’, it is possible to for some subject to coherently believe one while simultaneously disbelieving the other, then the thoughts expressed by S and S’ must be different.
 The thesis is the so-called “Intuitive Criterion of Difference” (ICD) for thoughts, stated in its canonical form by Gareth Evans: 

The thought associated with one sentence S as its sense must be different from the thought associated with another sentence S’ as its sense, if it is possible for someone to understand both sentences at a given time while coherently taking different attitudes towards them, i.e., accepting (rejecting) one while rejecting (accepting), or being agnostic about, the other.

The familiar thesis has been employed in arguments that generate widely accepted results. For example, the irreducibility of indexical thoughts to non-indexical thoughts is supposed to be shown by applications of the argument. Philosophers imagine cases in which a subject can believe that there is a shopper who is leaving a trail of sugar behind his shopping cart but not believe that the shopper is he himself. So the thought expressed by “The shopper leaving the trail of sugar behind is making a mess” must be a different thought than the thought expressed by “I am making a mess”.
 Or cases in which a subject, watching a magic show, can coherently believe (while focusing on the head of a woman who looks like she is being sawed in half) the thought expressed by the sentence, “That woman must be in pain” while simultaneously disbelieving (while focusing on the feet of the same woman) that “That woman must be in pain”.
 Philosophers can go on in the same way, constructing possible situations where a subject can coherently take conflicting attitudes to what might have normally looked like two expressions of the same thought. 


Once senses are individuated according to the ICD, we need an account of how our thoughts are reconnected so that we can collect information from and make inferences about objects with parts and that persist through time. Consider figure 1.

[fig. 1]

Just as it would be epistemically reckless to move from the thought that The Evening Star is the brightest star in the evening and the thought that The Morning Star is the brightest star in the morning to There is something that is both the brightest star in the evening and in the morning without knowing that the Evening Star is the Morning Star, it would be reckless to move from this face [demonstrating region a] has a brown eye and this face [demonstrating region b] has a brown eye to there is something that has two brown eyes, without knowing that this face [demonstrating region a] = this face [demonstrating region  b].
 When an object is presented under two different senses and a subject does not know that he is being presented with the same object twice, I will say that the subject’s thought about the object lacks “internal continuity”, or that a subject’s senses of an object are not “inferentially integrated”.
 In a case where a subject’s thought about an object lacks internal continuity, the subject’s thoughts might as well be about different objects altogether, in the following respect: he cannot combine information received from different parts of the same object (or from the object at different times) as characterizing a single object.
 

This paper is concerned with a number of different ways of accounting for internal continuity. Mental files are developed as a way of providing the necessary internal continuity by uniting the multitude of senses of objects distinguished by the ICD together in a single object “file”. I will evaluate existing accounts of mental files and show how they do not adequately account for internal continuity. Then I will develop a modified file approach that offers a reasonable explanation of how some of our thoughts can enjoy internal continuity. 

2. Mental Files

What distinguishes the subjects who do not doubt that they are dealing with different faces in the different regions of the window or who know that they are looking at the same object moment to moment from those who do not know that? Some philosophers hold that the difference between the subject who engages in systematic doubt about the identity of objects (call him the skeptic) and the favorably placed subject involves the presence or absence of a mental file. The “file” is a metaphor for the way information received from the object under different senses is collected into a single place: an object “file”. If the senses were not held together in this way, the subject might as well be thinking about different objects. He would be unable to integrate his information together in such a way as to enable him to make judgments about a single object presented under many different senses.
 

In this section I will discuss three attempts to account for internal continuity of thoughts. The first two attempts are “file” theories: the first version of the file theory is the “Name Perpetuation” account advocated by Mark Richard. The second version of the file theory is the “No-Singular Term” account developed by John Perry. The final account is a more intuitive conception of how internal continuity should be explained. 

A. Richard’s “Name Perpetuation” Account


Richard’s “files” involve what he calls “name perpetuation”.
 Richard imagines the possibility of someone coherently doubting that he is seeing the same pencil from moment to moment. In order to retain a belief about a particular pencil I am perceiving, I need some sort of “interior connection” between my successive judgments (they need to be collected together in a single file), or I might as well be judging the same thing of different pencils: 

Accepting throughout an interval ‘That is a pencil’, never moving the eyes from a certain object, is not sufficient to retain a belief: I might think (falsely) that different pencils keep materializing in the place at which I am looking.
 

Thinking (falsely) that different pencils keep materializing in the place where one is looking is enough to turn a series of utterances of “That is a pencil” into expressions of different beliefs, because one might coherently believe that that pencil [I was just looking at] is not the same as that pencil [I am currently looking at]. It is possible that someone might coherently doubt that one is looking at the same pencil moment to moment. So even if the subject is not looking at different pencils, one needs to distinguish the senses by which the pencil is presented from moment to moment. Once those senses are distinguished from one another, we need an account of how, in a normal subject, they are knitted together so that the information received from the object over time can be held together.

To knit the different senses of the object together, Richard recommends that we give a name (e.g., “A”) to the pencil when we first perceive it (t1), then make the following judgments, all at the same time: (1) “That is a pencil”; (2) “That is A”; (3) “A is a pencil”. As I continue to judge “That is a pencil”, the sense in which I am continuing to perceive the same object is captured by my continued application of the name. So at t2, if I want to continue to enjoy the same sense under which the pencil is presented, I need to judge again that (1’) “That is a pencil”; (2’) “That is A”; (3’) “A is a pencil”. It is the continuous presence of the name at both t1 and t2 (in (3) and (3’)) that is supposed to enable the subject to maintain a single sense of an object rather than merely have a sequence of disconnected senses that may as well be of different objects. The name in Richard’s account is equally present at both t1 and t2, thereby providing the necessary continuity.

Richard’s “name perpetuation” account may seem like an appealing explanation of the unlikely case, but it assumes something crucial—that the name (“A”) that appears at t1 and t2 has the same sense associated with it at both times. But, unfortunately, we cannot simply take that for granted—different tokens of the same syntactic type of name, just like tokens of the same syntactic type of demonstrative, do not automatically have the same sense associated with them. 

It is surely possible (in a suitable situation) for some subject to coherently doubt that two occurrences of the same syntactic name type, used on different occasions (even if they are only separated by the briefest moment) pick out the same object. For example, the subject in Richard’s case might doubt that A (2) = A (2’), because he may suspect that the names are attached to different objects. In that case, the subject could worry that the names would be no more than two different christenings, as when two different babies are both assigned the name “Al”. This is just a repetition of the original worry voiced by Richard regarding the demonstratives; the addition of a name has not added anything that guarantees that a subject would be maintaining the same singular sense from moment to moment. Adding a name to help preserve the sense expressed at t1 by “this pencil” either does not guarantee sameness of sense, or it does so in a way that would be available at the start, by simply assuming that the two demonstratives have the same sense associated with them. 


Richard’s “name perpetuation” account of mental files therefore does not provide a satisfactory account of what it makes it possible for one to preserve a single sense of an object over a period of time. Next, I will consider the mental file approach proposed by John Perry, which attempts to remedy the defects of the name-perpetuation account.

B. Perry’s No-Singular Term Account

Perry, like Richard, is interested in the problem of how it is possible to preserve a unified conception of an object over time. In Perry’s version of the thought experiment, he is concerned with how it is possible for a subject to have internal continuity with regard to tokens of different types of object expressions. But the problem is the same: what holds together the different senses so that a subject can count as thinking about the same object over time? Perry imagines a scenario in which a subject has thoughts about a dean throughout the course of a party. Those thoughts are expressed with sentences containing different object expressions: “he” and “you”. Perry first considers the idea that there is a hidden singular term that is present in both the occurrence of “he is a dean” and “you are a dean”. The hidden term would be what unifies the two senses associated with “he” and “you”. If this is the case, Perry observes that we can then “reconstruct the process of internal continued belief as a sort of inference: 

(Earlier time)
That man near the bar is a dean.



That man near the bar is A. 



So, A is a dean. 

(Later time)
A is a dean.



You are A.



So, you are a dean”.

This structure is essentially the same as Richard’s “name perpetuation” account of mental files. But Perry, unlike Richard, is not satisfied with such an understanding of mental files. He rightly points out that for this account of mental files to be correct, one would have to “[assume] that the use of A at the earlier and later times is an instance of internal identity”.
 This is the assumption I called into question in the previous section. If there is not already “internal identity” between senses of objects (between the sense associated with “this” at t1 and the sense associated with “this” at t2 in Richard’s example, or “he” and “you” in Perry’s), introducing a name and affixing it to the first “this” will not give it that identity. 


Perry then sets out to construct an account of mental files that attempts to secure reference to an object without using singular terms. Instead of Richard’s “name perpetuation” account, Perry invokes a “grouping of predicates” at “the end of causal chain”. On this account, “internal identity” is a feature of beliefs or utterances that belong to “the same causal chain of the right sort”.
 He goes on to say: 

If we think of the mind as a storehouse or a filing cabinet, the relation would be between the stored items that correspond to predicates, say, being stored in the same room or in the same file drawer or folder. What is essential to these metaphors and analogies is a path from the production of texts at one time back to the original perception of (or other introduction to) the source at an earlier time.
 

So the sense associated with the utterance of “this is a pencil” at t1 and the sense associated with the utterance of “this is a pencil” at t2 have internal continuity if the predicates, “is a pencil” (at t1) and “is a pencil” (at t2) both belong to the same causal chain of the right sort. Perry says of the causal chain, “[the] path in the mind plays the role of an object in the world. So our notion of internal identity, and so ultimately of believing the same thing, depends on the identity of the internal causal path or chain”.
 As long as there is a single causal chain linking predicates derived from the object, the subject’s thought about an object can be regarded as having internal continuity.


I think that there is a substantial problem with the no-singular term account of mental files. Thinking back to Richard’s pencil case, either there is a single causal chain connecting the occurrences of the first demonstrative sentence (“that is a pencil” at t1) through the production of subsequent sentences (“that is a pencil” at t2), or there is not a single causal chain connecting the occurrences. If there is a single causal chain connecting these occurrences, then the presence of a single causal chain is not sufficient to knit together different senses of an object together into a single unified file. Both the skeptic who doubts he is viewing the same pencil from moment to moment and the favorably placed subject who knows that he is viewing the same pencil enjoy an unbroken causal chain from their first encounter with the pencil through subsequent tokenings of sentences that make reference to it. So the mere presence of the causal chain by itself cannot be sufficient to explain what the favorably placed subject has that the skeptic does not. Richard’s case shows that being part of the same causal chain is clearly not sufficient for internal continuity, which is the unity that should characterize the information we receive from a single object in normal circumstances. It seems we need to add something like the subject’s knowledge that the predicates united by a single causal chain are part of a single causal chain. Only with that added requirement would the presence or absence of a single causal chain play any role in a subject’s thinking. 

Even if Perry were to add the requirement that a subject know that a group of predicates is derived from the same causal chain, the presence of a single causal chain from the first encounter with an object through subsequent thoughts about it is not a necessary condition for enjoying thoughts about the object that enjoy internal continuity. Say that I encounter Richard’s pencil at t1 and think “that pencil is a Ticonderoga”. Some time passes, and I encounter the same pencil again at t2. Now I think “that pencil needs sharpening” and “that pencil [currently seen] is the same as that pencil [remembered from earlier]”. I can conclude that there is a pencil that is a Ticonderoga and needs sharpening. My thoughts about the pencil enjoy internal continuity, but the predicates “is a Ticonderoga” and “needs sharpening” derive from different encounters with the object. There is not a single causal chain in this case, but two different chains that originate in different perceptual encounters. So it appears that two thoughts about an object can enjoy internal continuity even when there is not a single causal chain connecting the thoughts. 

C. The “Daisy Chain” Account

There are lessons to be learned from the failure of Richard and Perry’s attempts to develop theories of mental files. Richard’s account fails because it simply assumes that the continued presence of the same name (type) over time guarantees internal continuity. Perry’s theory fails because the presence or absence of a single causal chain looks irrelevant to whether a subject’s thoughts about an object can have internal continuity. Both accounts fail to thoroughly think through how finely the ICD individuates senses. A subject can doubt that two occurrences of the same name type or two predicates hanging on the same causal chain are being used to pick out a single object. But there seems to be a straightforward alternative to mental files that avoids the problems encountered by Richard and Perry. I call it the “daisy chain” account because it involves chains of identity judgments that need not involve names or reference to causal chains in order to hold together. 

The general idea behind the account is spelled out by Kent Bach: 

Reidentifying an object (correctly) enables you to connect your new beliefs about it to the ones in your file on it. Being about the object under one mode of presentation ‘m1’, is cannot be inferentially integrated with your other beliefs about the same object but under another mode of presentation ‘m2’ unless accompanied by the identity belief that this is the same object, i.e., that m1 = m2. For the beliefs under ‘m2’ make up your existing file on the object, and unless a belief that m1 is F is accompanied by the belief that m1 = m2, that m2 is F will not be added to that file. The belief that m1 is F may be retained, but only in a new file labeled ‘m1’, since you have failed to identify m1 as m2.

Both Perry and Richard invoke extra theoretical machinery (names, causal chains) to draw together different singular senses that present the same object. But, one might wonder, why not simply judge that this [remembered] object is the same as this [seen] object …through changes in time, and that this face [region a] is the same as this face [region b] …, and so on, for all the different senses that present the same object? As long as one has doubted everything that can coherently be doubted, the senses that are thereby individuated can be patched back together.
 One might reasonably say (possibly in a Kantian mood) that the mind is continually involved in synthesizing (uniting via identity judgments) a manifold of different senses for objects. It is possible that for some reason, a subject might coherently believe that he was being presented with different objects at different times, or with parts of different objects rather than parts of one single object. Without the appropriate judgments of identity, such a subject would be lost in a buzzing confusion of distinct senses. But normally (the argument would go) a subject makes the appropriate identity judgments without even noticing that he is doing so. This looks like it has the advantage of allowing for a whole panoply of finely grained senses, while registering the difference between the normal subject and the subject in the bad epistemic situation. The normal subject simply knows more identities.

But is there not still a problematic assumption that makes the daisy chain account possible? The name-perpetuation account was faulted for assuming that the name that was supposed to provide the internal continuity of different senses of the same object itself had the same sense at t1 and at t2. What unites the senses associated with different expression tokens is a judgment to the effect that they refer to the same object. But can one simply assume that the expression tokens that flank the identity sign have the same senses as the tokens that are meant to be linked? David Kaplan discusses this worry. 

Kaplan claims that there is an “exotic kind of ambiguity” that makes it impossible to avoid equivocation in inferences involving demonstratives.
 Kaplan discusses the following example of double negation involving demonstratives (“You stay. Therefore it is not the case that you don’t stay”). He writes, 

We can concentrate, try not to blink, and try to hold our attention on the same addressee, in the hope that we will succeed in targeting the same individual with the second demonstrative. (Can we ever be certain they haven’t pulled the old switcheroo?) In this case, the form of argument is really something like, ‘You1 stay. Therefore, it is not the case that you2 don’t stay’, and hence not valid.

The argument is not valid because the demonstrative tokens have different senses associated with them. Kaplan says that it is always possible for someone to “pull the old switcheroo” between the utterance of the two demonstrative expressions, suggesting that it would be coherent for someone to doubt that they refer to the same object. How can this argument be made valid? On the daisy chain approach, the identity you1 = you2 would be added to supply the necessary internal continuity to ensure validity.  Kaplan considers the possibility that double negation involving the demonstratives is actually an enthymeme with the suppressed premise you1 = you2 (as the daisy chain approach would suggest). But he dismisses this proposal with the following remark: “All right, said the tortoise to Achilles, ‘repeat the argument and this time remember to utter the additional premise’”.
 Kaplan does not explain what he means by the remark, but presumably he is saying that because the identity judgment is a separate judgment, it would be informative to learn that the two uses of “you1” and “you2” express the same sense. Trying to link the occurrences of “you1” to “you2” in the argument by adding the additional premise you1 = you2 starts a regress: we would need an identity judgment linking the first token of “you1” with the second token of “you1”, and likewise for the two tokens of “you2”. And these supposedly linking premises would themselves require further identity claims to back them up, and so on.
 

I think that there is a reply to this problem available to the advocate of the daisy chain view of mental files. Kaplan suggests something like it before the discussion of “you” quoted in the previous paragraph. He says, “we can intend the ‘you’ of the conclusion [“hence it is not the case that you do not stay”] as anaphoric across the sentential barrier to the ‘You’ of the premise”.
 Would this help explain how the identity judgments in the daisy chain approach unite the different senses under which a particular object is presented? Anaphor is a grammatical way of connecting one term to another—anyone who understands the anaphor understands that it co-refers with the term it is attached to. Richard’s pencil example provides a good test case for the anaphoric approach to internal continuity. If at t1 a subject judges that that pencil1 is a Ticonderoga and at t2 he judges that that pencil2 needs sharpening, he can conclude that there is something that is a Ticonderoga and needs sharpening, if he is also willing to judge that that pencil1 = that pencil2.
 Kaplan’s observations question whether the daisy chain advocate can simply assume that the tokens of “that pencil1” that appear in the first premise and the identity judgment, and the tokens of “that pencil2” that appear in the second premise and the identity judgment refer to the same object. If the second token of that pencil1 and the second token of that pencil2 (those appearing in the identity judgment) are treated as anaphors, rather than as new demonstrative expressions, then we would have the following argument:

That pencil1 is a Ticonderoga.

That pencil2 needs sharpening.

Itthat pencil1 = Itthat pencil2
So, that pencil2 is a Ticonderoga and needs sharpening.
 

The subscripts indicate which expressions the anaphors are attached to. Unlike separate tokens of demonstratives, there is no room for a subject to worry about the old switcheroo being pulled between the anaphor (“it”) and the demonstrative it is attached to. So sameness of reference is guaranteed between the two tokens of “that pencil1” and the two tokens “that pencil2”, and Kaplan’s worry is assuaged. It is important to see how the identity judgment does not involve new demonstrative tokens, or the regress Kaplan discusses returns. 


While sameness of reference between the two tokens of “that pencil1” (one appearing in the first premise and one in the identity judgment as a subscript) and the two tokens of “that pencil2” is guaranteed anaphorically, it would be a mistake to think that anaphor could justify treating “that pencil1” and “that pencil2” as picking out the same object. Knowing that is not merely linguistic knowledge—it is knowledge about objects in the world. So, what justifies the identity judgment itself, the claim that the subject is dealing with the same object presented in two different ways? As long as one has a suitably externalist notion of justification, a subject could count as knowing that he is dealing with the same object moment to moment because he can reliably keep track of objects he is perceiving. This reliable ability can, of course, sometimes break down, and the subject can consciously override it when he has reason to believe that he is not dealing with the same object over time. This approach is appealing because it avoids the problems associated with the other mental file accounts.
 I think that this modified daisy chain account is the most defensible approach to internal continuity. 

3. Conclusion

Richard attempts to secure internal continuity using names; Perry develops a theory of causal chains that does not appreciate the active role the subject must play when thinking about the same object over time. The metaphor of a mental “file” is an unfortunate one to describe the position I develop in response to the problem of internal continuity. The chains of identity judgments that knit together senses of objects are not static “files” with fixed labels, like the names employed by Richard, or clusters of predicates hung on causal chains like Perry’s files. Instead, they register our commitment, and when justified, our entitlement, to treat objects as the same through changes in perspective and time. Another way of thinking about the role of these ubiquitous identity judgments is as the continuous, active contribution of the mind to our conception of a world of persisting objects. 
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� See John Campbell, “Is Sense Transparent?”, for a discussion of the role of sense in making valid inferences. The bracketed elements are meant to pick out demonstrations—ways of directing attention to particular regions.


� Kaplan, Richard and Perry discuss “internal continuity”, Kent Bach deals with “inferential integration”. External continuity is provided by the object itself. 


� I use the word “sense” in this paper as a generic term meant to cover many different ways of understanding “cognitive content” used by the philosophers I discuss. All the philosophers I discuss have some notion that is meant to capture the different ways a subject can think about an object, whether that notion is called “character” (Kaplan), “role” (Perry), “matrix” (Richard) or “sense” (Evans). Differences between each account do not diminish the importance of explaining internal continuity—how cognitive contents are connected by and for the subject.  


� Some brain damaged subjects might be characterized as lacking the ability to combine the information they receive from objects into a coherent conception of an object as a whole: “‘The patient cannot retain the image of an object more than a moment….If we cover a written or printed word with a sheet of paper in which a little window has been cut, so that only the first letter is visible through the window, he pronounces this letter. If, then, the sheet is moved so as to cover the first letter and make the second one visible, he pronounces the second, but forgets the first, and cannot pronounce the first and second together…This patient has thus lost the capacity for grouping successive…impressions…into a whole and perceiving them as a whole.’” quoted in William James, Principles of Psychology, vol. 2., pp. 640-641. For descriptions of other related cases of brain damage, see Oliver Sacks, “In the River of Consciousness”. 


� Mark Richard, Propositional Attitudes: An Essay on Thoughts and How We Ascribe Them, p. 225. Francois Recanati distinguishes between “stable” and “unstable” object files. “Stable” files correspond roughly to Richard’s name based files. See Direct Reference: From Language to Thought, pp. 125-126. 
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� Ibid., p. 73. What Perry calls a “text” here is a sentence a subject is willing to assent to at a time. 
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� Thought and Reference, p. 43. 


� “It may easily look as if every doubt merely revealed an existing gap in the foundations; so that secure understanding is only possible if we first doubt everything that can be doubted, and then remove all these doubts”, Ludwig Wittgenstein, Philosophical Investigations, §87. Wittgenstein goes on to say that this appearance is misleading in the next sentence. I want to save discussion of a Wittgensteinian response to the problem of internal continuity generated by the ICD for another time. 


� “Afterthoughts”, p. 586. 


� Kaplan, “Afterthoughts”, p. 589. 


� “Afterthoughts”, p. 589. 


� This argument has been made by Kaplan, in “Afterthoughts”, by R.M. Sainsbury, “Fregean Sense”, and by John Campbell, “Is Sense Transparent?”


� “Afterthoughts”, p.589. 


� Or, more strictly speaking, he can conclude that that pencil2 was a Ticonderoga. 


� This is a version of an argument R.M. Sainsbury gives in “Fregean Sense”, p. 8. 


� [Added October 7, 2005—these are sketchy comments in response to some interesting criticisms raised by commentators on the paper] Comments by readers of this paper have convinced me that there are a number of important objections to the account I propose here that should be discussed: (1) “…the author acknowledged the obvious problem that there is no guarantee that in the judgement ‘That1 = That2‘ the sign on the left-hand side refers to the same thing as the first occurrence of ‘That1‘ in the above argument, and similarly for the right-hand side. This starts a regress. As a solution, the author suggests anaphora in place of demonstratives. The new identity judgement would then be ‘ItThat pencil1 = ItThat pencil2’. Here’s a question that maybe could be raised. How it is that the anaphoric expressions acquire the right anaphoric reference – how do they get attached to the right expressions? Presumably, I must intend the expression on the LHS of the identity-sign to refer to the past occurrence of ‘That pencil1’. But in intending to refer to a past occurrence of ‘That pencil1’, can I not now doubt whether it is the right occurrence I am referring to – can I not doubt whether the term I intend to attach my anaphor to is the same term I used a while back?” 


	To this question, I would respond that one lesson to be learned from the failure of the file approaches to explain internal continuity is that, on pain of having to accept systematic equivocation in our inferences (of the kind Kaplan discusses), we have to simply assume that some of the tokens we use in making inferences have the same sense. (John Campbell makes this claim in “Is Sense Transparent?”). Obviously, the question then becomes which tokens we should treat as having the same sense. If we take the demand of the Intuitive Criterion of Difference seriously, that any possible coherent doubt while understanding two tokens about whether those two tokens co-refer entails difference in sense, then it seems that the only possible candidates for sameness of sense are expressions the understanding of which prohibits doubting that they co-refer. I suggest that anaphors are reasonable candidates for such expressions. To doubt “whether the term I intend to attach my anaphor to is the same term I used a while back” is to fail to understand the sentence in which the anaphor appears. This differs substantially (I think) from the way one can coherently doubt that two token demonstratives co-refer while understanding both expressions. This has something to do with the way the co-reference of anaphoric expressions is secured purely linguistically  while the co-reference of demonstratives depends essentially on the world. (I worry that in making this kind of point I am relying on an indefensible distinction between linguistic and empirical knowledge, but I confess I do not know what to say about that worry right now.) 


	Another, possibly more fruitful approach to the problem I discuss in this paper is to question the legitimacy of the Intuitive Criterion of Difference as formulated by Evans. This is the route taken by Campbell in “Is Sense Transparent?” I discuss that option in the longer version of this paper. In short, I argue that Campbell’s revision to Evans’s Criterion of Difference subjectivizes senses, and inherits all of the attendant problems of subjective senses. 


	I think the real source of trouble here is the extremely high standard set for sameness of sense set by the Intuitive Criterion of Difference. Campbell is on the right track when he changes the ICD so that only actual doubts (rather than merely possible doubts) generate differences in sense, though the way he formulates the Criterion requires that sense be relativized to a subject. I think some headway might be made here by introducing idea that only a relevant doubt that two tokens co-refer entails difference of sense. I discuss that possibility in the longer version of this paper.  
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